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Introduction


To economists who care about the work of Christian non-governmental organizations (NGOs), it is exciting to witness the growing interest in impact assessment methods among practitioners in these organizations.  It is exciting, in part, because we believe that impact assessment is valuable for improving the stewardship of resources entrusted to these organizations.  It is also exciting at a more personal level, because we see the rising prevalence of impact assessment activities as an opening door, through which we might find ways of being of service to our brothers and sisters who are making development happen at the grass roots.  In impact assessment we see tremendous prospects for collaboration with practitioners in the attack on poverty.


This paper organizes one economist’s thoughts about impact assessment around a series of practical questions that must be asked and answered during the development of a good impact assessment study.  For readers who are just beginning to think about impact assessment, it offers an overview of the questions that lie ahead, together with observations and references to good resources that may be helpful in answering those questions.  To readers who are already deeply engaged in impact assessment, it aims to offer food for thought and encouragement about next steps in improving the quality and usefulness of impact assessment studies.  Most important, it emphasizes the ways in which collaboration of between practitioners and academics
 -- and other sorts of collaborations -- might be especially valuable for pushing impact assessment forward.  For more complete treatments of many of the issues raised here, see Valadez and Bamberger (1994) and Baker (2000), which are textbooks on impact assessment in the context of poverty reduction efforts in developing countries, and Feinstein and Picciotto (2001), which is the proceedings of an interesting and ambitious conference on “evaluation and poverty reduction” sponsored by the World Bank.  

In this paper the term impact assessment is used to refer to the collection, analysis and interpretation of information that sheds light on the effects of a policy change on a set of outcomes of interest.  By policy I mean a well-defined package of interventions by the NGO (or other actor) whose activities are being analyzed.  It might be a project, a program or an approach.  Impact assessment relates to policy change.  It involves a comparison between what we can call the current policy and a counterfactual policy.  (Most often the current policy is compared to the counterfactual of no intervention at all.)  It asks how important features of the economic, social and possibly spiritual landscape (the outcomes) under the current policy differ from what they would have been under the counterfactual policy.  Impact assessments usually aim to shed light on the extent to which the policy change is successful in attaining its objectives. Good impact assessments often press further, attempting to assess impact on a broader list of outcomes, including potential harmful side effects, and behaviors and attitudes that shed light on the reasons for success and failure.  

In my view, the role of impact assessment is to lay out a clear picture of who will be affected by a policy change and in which ways.  It does not involve the translation of all these impacts, which accrue to different people and take different forms, into dollar values that can be compared and used to reach a bottom line conclusion about whether the policy change is “worth it.”  Such conversion to comparable units requires the use of strong assumptions and, more important, value judgments.  I believe it is useful to concentrate impact assessment on discerning, to the best of our ability, the facts concerning the policy’s impacts, leaving for subsequent stages of debate the discussion of the values we wish to place on the various outcomes.
   This does not mean that values play no role in good impact assessment. A good impact assessment should be shaped by an understanding of the values of the organization running the program, as well as the values of other actors -- especially members of the communities being served and other development actors with which the organization wishes to engage in conversation -- and should grapple with impacts on any outcomes that are important to any of these actors.

Why will we undertake an impact assessment?


Uninspiring motivations for impact assessment are easy to find in today’s “results-oriented” development world.  Impact assessment may be seen as burdensome efforts by individual NGOs to justify their existence to donors, or to satisfy the bureaucratic requirements of the bilateral and multilateral organizations and country governments with which they partner.  But good impact assessment should be shaped by much loftier objectives.


A first motivation for good impact assessment is to improve the stewardship of resources within the organization undertaking the assessment of its own activities.  Comparison of assessments of various undertakings is useful in weighing how future resources should be allocated across activities, and good individual assessments should shed light on how programs could be modified to increase benefits or reduce costs (whether direct costs or costly side effects).  


A second motivation for good impact assessment is to improve the stewardship of poverty reduction resources more globally.  If good impact assessment reports were broadly available on a wide range of poverty reduction projects in a wide range of contexts, researchers and others whose job it is to synthesize such information would gain a wealth of insight about the relative merits of various poverty reduction approaches in various contexts.  Altruistic organizations should be aware of this potential to create benefits for organizations and impoverished people outside the scope of their own activities.


A third motivation for engaging in good impact assessment is to improve the organization’s capacity to engage effectively in consultations and debates about poverty reduction strategy with country governments, bilateral and multilateral development organizations and other groups.  The concern is sometimes expressed that the very act of engaging in impact assessment implies some sort of capitulation, inherently narrowing the range of concerns, in a way that causes some important issues to drop out of debate and that skew the remaining debates in favor of the positions of the large, secular development organizations.  I suspect that this view is counterproductive, and that it should be turned on its head.


Good impact assessment should not be narrow.  As indicated above, it should grapple with every concern of importance to the interested parties.  Perhaps Christian NGOs should view impact assessment activities in part as a ministry of cross-cultural communication -- an opportunity to translate their broad and deep concerns into a language that is intelligible to the large, secular organizations.  Engaging in good impact assessment is useful toward that end in several ways.  First, it will require the development of the relevant analytical capacity either within the organization or through collaboration with outside advisors (including academic economists!); and this is a useful step in the direction of speaking in a language that is conducive to conversation with the larger development organizations.  Second, as will be seen below, it will require the NGO to articulate carefully its objectives, rationales and methods.  This is a discipline that is very useful, both for gaining insights about what questions should be debated and how to articulate arguments in a debate.  Finally, there is tremendous rhetorical value in making specific statements derived from systematically collected information.

Of what will we assess the impact?


Answering this question requires identifying both the current policy and the counterfactual policy, as defined above.  In most cases the current policy is a particular project, program or approach that is in progress, recently completed, or perhaps about to be implemented.  The most common form of impact assessment, which we can call an assessment of overall impact, compares the current policy to a counterfactual in which this policy is absent and no other policy is implemented to takes its place.  That is, the comparison is between outcomes in the presence of the program to what the outcomes would have been in the absence of this or any other program that might have taken its place.  


When impact assessment is undertaken not only to justify an organization’s existence, but for the larger purpose of improving the stewardship of poverty reduction resources, another sort of counterfactual comparison becomes worthy of consideration:  comparison to the counterfactual of a policy that looks in many respects like the current policy, but that differs in one or a small number of well defined respects.  We could call this an assessment of a design change.  For example, a current micro credit program could be compared to a counterfactual micro credit program that is organized in much the same way, but charges a lower interest rate on loans, or lends to individuals rather than to jointly liable groups, or has its personnel meet on a monthly rather than weekly basis with loan recipients for monitoring and collecting installment repayments.  


The first step toward doing a good job with either kind of impact assessment question is a careful articulation of exactly what the current policy is, or what its parameters are.
  By parameter I mean any feature of the program about which program designers or implementers have to make a choice, and which help distinguish one project from another within the same field of intervention.  (For example, micro credit programs are differentiated not only by interest rates, loan sizes, repayment schedules, and whether they lend to individuals or groups, but also by the qualifications, training and pay structures of their personnel, the complementary services they provide, their constancy of funding, and many other features that shape their effects.)  Articulating a project’s parameters usually involves stating carefully

· What exactly is the list of the benefits offered by the project, whether money, a specific package of food items, specific inputs for production, a loan of specific size and duration, training and encouragement by program staff with various qualifications, or something else?

· To whom are these benefits offered?  That is, what criteria determine who is eligible for the benefits?  Who decides whether specific individuals, households or communities meet these eligibility criteria, and on the basis of what information?  How is information about the potential benefits disseminated to potential beneficiaries, and what must they do to become participants?

· What requirements are placed on beneficiaries, and how are those requirements enforced?  (Must individuals invest in certain business activities and repay loans with interest?  Must communities contribute matching funds?)

Careful articulation of policy parameters is useful in several ways.  First, the discipline of articulating the parameters sometimes helps the analyst recognize that some features that had been taken as given actually are choices worthy of reconsideration.  Second, careful description of program design often generates a list of concerns about ways in which the program modifies incentives, leading to behavioral changes of interest to the evaluator.  For example, if benefits are offered only to households headed by unemployed males or only to households living in certain villages, then the program creates incentives for household heads not to find other work or for households to move their place of residence.  Third, when a variety of good impact assessment studies are disseminated with details regarding the structure of programs, researchers gain the ability to look for patterns regarding practical questions of program design.  Finally, careful thought about parameters may produce insights about keys to success and the potential for replication in other places.

The two kinds of impact assessment questions – those assessing overall impact and those assessing the impact of design changes – are not mutually exclusive.  It might be useful to add more assessments of design change onto assessments of overall impact.  I suspect that more modest design change questions are easier to answer reliably than overall impact questions, because they involve counterfactuals that are easier to examine empirically (because the NGOs can make them happen, thus creating the possibility of estimating the counterfactual reliably). I also suspect that the answers to design change impact assessment questions are more likely to improve the stewardship of poverty reduction resources than the results of overall impact studies. The main channel through which overall impact assessments might improve the global stewardship of resources for poverty reduction would be through a reallocation of donor funds out of less successful approaches into more successful approaches (within various contexts).  But it is not clear to me that the overall flow of donor funds is very sensitive to the results of impact assessment studies. For example, micro finance program impact studies (of varying quality) have produced a wide range of estimates regarding success, many of them suggesting little success, without diminishing the interest of donors in initiating such activities.  Design change impact assessments, on the other hand, would provide information to project designers and implementers of relevance to the practical choices they must make on a daily basis.  It is easier to imagine the study results leading to changes in how resources are used in this context.  

Even in this preliminary step of defining the policy change under consideration, conversation with economists - especially those familiar with a wide range of policy experiences and policy debates – can be useful, helping to uncover unstated features of program design that practitioners involved in it take for granted, and identifying salient policy parameters.  

What analytical framework will help shape our impact assessment?


Just as there is no one right way to reduce poverty in all contexts, so there is no one right methodological template for assessing impact.  What distinguishes compelling impact assessments from others, in my view, is not the particular methodologies employed, but grounding in a thoughtful and clearly articulated analytical framework.  The analytical framework  (1) describes the detailed and complete logic connecting the policy change to all outcome changes of potential interest, and (2) provides a reasonably comprehensive model of what determines the outcomes of interest in the relevant region.  The first piece of the framework helps the assessor identify outcomes worthy of study, while the second informs the search for methods that help distinguish true impacts from alternative explanations for differences in outcomes between those who are and are not affected by the policy change.  A good analytical framework is a way of thinking that can be articulated in tightly organized prose.  (Some people prefer flow-charts and other diagrams.  I don’t happen to find them very appealing.)
 

To be useful, the framework must be somewhat simplified relative to the full complexity and nuance of the real world.  But to avoid misleading or incomplete impact assessment, it must be simplified in a context-specific way.  Again, collaboration among a variety of professional is useful in answering this question.  Economists have practice identifying the contours of analytical frameworks relevant to specific problems, and can thus be useful in articulating the understanding of the context that emerges from the observations of program staff, agronomists, beneficiaries and others, as well as from the analysis of data.  

To give some sense of the ground that must be covered in shaping the analytical framework, I list here a series of questions that I find useful for organizing thinking about a wide range of poverty reduction policies and projects and the assessment of their impacts: 

· What must be true for an individual, household or community to participate (or benefit directly) from this intervention?  

For example, to benefit directly from a distribution of free food to households meeting certain eligibility criteria, a household must (1) know about the program, (2) apply for benefits, (3) be judged eligible, and (4) meet with an effective program bureaucracy.   To benefit directly from a road project, a household must make use of the road.  (We will consider spill over effects later.)  To participate in a micro credit program, a household must judge that it has the potential to invest in a business undertaking that will produce sufficient return to pay back the loan with interest, and must be judged to satisfy any criteria for lending set and enforced by the program.  To benefit from a primary school scholarship, a household must live reasonably near a primary school, and judge that the future benefits of education plus the value of the scholarship to exceed the near term costs of sending a child to school (where the weight the household places on the present relative to the future will probably depend on the household’s degree of poverty).

· What must be true for participation in the program to bring about substantial improvements in the outcomes of ultimate interest?  

For example, for a micro credit program to bring about a sustained increase in a household’s level of living, the borrower must use some of the financing to purchase assets that she would not otherwise have purchased, put the assets to use productively (having access to markets for complementary inputs, understanding the technology of the business in which she engages, having a market for her produce at a good price), and must increase total income by more than enough to pay back the loan plus interest.  

· What changes in the behavior of the direct beneficiaries might cause the gross transfers from the program to exceed the net impact on outcomes (in a phenomenon called “crowding out”)? 

For example, the total income of a household receiving a cash transfer may rise by less than the value of the transfer because one or more members of the household choose to work less in the face of improved household circumstances, or because relatives and friends reduce the extent to which they support this household through private transfers.  Similarly, a public works programs may increase household income by less than the value of the pay derived from the program, if household members substitute program work for other forms of work, and a project that provides free health care increase the health care received by a household by less than the amount of health care they receive from the program, if the household would have received healthcare elsewhere in the absence of the program.

· How might participation in the program alter participants’ behavior in such a way that the program generates “spill over effects” on groups other than the direct participants, and is the program large enough relative to the relevant markets that these spillovers are likely to be non-negligible?  

For example, an agricultural extension program that increases productivity and profitability for farmers may increase their demand for labor, tending to raise local wage and employment levels.  Through this spill over effect landless workers, whether working on the farms of the direct beneficiaries or elsewhere, benefit from the program.  If the program is large relative to the markets in which the agricultural produce is sold, program-driven increases in the supply of agricultural goods may lead to a reduction in food prices, benefiting consumers (especially the poor, who spend much of their income on food) but hurting producers who did not participate in the extension program.

· In light of the answers to the previous questions, how might the population of interest be divided into groups likely to be affected in different ways by the policy?

In many cases it is useful to distinguish among households at various levels of poverty, who may differ in geographical remoteness, literacy, availability of able-bodied workers, skills and other characteristics, rendering them differentially likely to participate in a program.  It may be useful to distinguish households within a community by the level and nature (agricultural versus non-agricultural) of their assets, and whether they are “buyers” or “sellers” in various markets (such as the labor market or the market for food).  For example, in Hazell and Ramaxamy’s (1991) study of the impact of Green Revolution technology in a particular region of India, they divide villages up into the landless laborer households, three sizes of land-owning households, and households running non-farm businesses, and describe how these groups will differ in the extent to which they benefit or suffer from direct use of the new technology, or from spillover changes in food prices, prices of non-agricultural goods and services, and – most important – wages.

· What else determines the level of the outcomes for these groups besides the policy?

For example, households’ incomes in some region may depend in important ways not only on whether they are beneficiaries of a program, but also on the quantity and quality of land they own, education, ethnicity, numbers of family members in various age-sex categories, health, and distance from market, as well as innate interest in acquiring information and taking advantage of new opportunities.  Taking these determinants into account will be important when trying to draw inferences about program impact, as discussed below.

· What features of the context might cause the policy to have different impacts in the current case than in other places?


For example, if the existence of markets for non-agricultural produce is important to the successful use of micro credit, then the degree of success of a micro credit project may depend in important ways on the level of infrastructure development in the community (as suggested by Cohen, 2001).

For what groups will we assess impact?


When assessing impact, we almost never attempt to measure impact on a case-by-case basis for the complete census of individuals, households or communities potentially affected by a project.  We instead try to use information gathered from a smaller number of sources to estimate average impacts within various groups.  Identifying clearly the groups for which impact is to be assessed is important, as it will have important implications for how we choose samples and identify participants in focus groups.

Many impact assessments aim primarily at estimating the mean impact among participants or direct beneficiaries (and perhaps the distribution of benefits within that group as well). While the size of this impact is of obvious interest, exclusive focus on it will tell us little about failures to reach the poorest of the poor, and it will ignore the potential for the program to benefit non-participants through spill over effects.

In addition to, or even instead of, assessing the impact on direct beneficiaries, it is often useful to assess the impact on a target group.  The target group is the group of individuals, households (or perhaps other entities) that we hope to reach through our efforts (including both those who do and those who do not actually become involved directly).  The target groups for many of the projects of concern in this conference are defined with respect to geography (i.e. the boundaries of the geographic regions in which our project is set up and available), poverty (i.e. the set of individuals or households within the relevant geographic region who are poor enough along some observable dimension to merit an outlay of our resources), and perhaps additional circumstances or behaviors that render them of particular interest (i.e. young girls at risk of prostitution, female-headed households, etc.).  


There are several benefits to organizing assessment around target groups rather than around participants.  Not only does it shed more light on the reach of the program.  It may also have an important methodological advantage.  Participants tend to differ from non-participants along dimensions that are very difficult to measure.  For example, if an MED program is made available to anyone in a community who wants to participate, then participants are likely to be individuals who take more interest in acquiring information, take more initiative, and face better investment opportunities (perhaps because they have more skills and experience) relative to those who do not choose to participate.  Similarly, when funding for a community is limited and program officers have to offer benefits selectively, participants are again likely to differ from others along hard-to-measure dimensions, perhaps being those with greatest need or highest potential to benefit.  As we will see, this renders it especially difficult to construct a meaningful comparison group of individuals who are like the participants in all respects except their lack of participation in the program.  By contrast, as long as the target group is defined with reference to characteristics that are fixed outside the program, it may be easier to identify a comparable group that has not been exposed to the program.
 


We may be interested in examining the impact not only on the target group, but also on the entire community, for a variety of reasons.  The program may produce important spill over effects – positive or negative – for households outside the target group, and some of the benefits we hope to achieve may also be meaningfully defined only at the community level (e.g. greater income equality, community cohesiveness).  

Within any of the broad group definitions – participants, target group or community – we will often want to distinguish subgroups for whom we expect the impacts to differ, as discussed above.  For interesting examples of dividing communities meaningfully into groups likely to be impacted differentially by policy, see Ahmed and Hossain (1990) on the effects of infrastructure improvements and Hazell and Ramasamy (1991) on the dissemination of Green Revolution technologies.

For what outcomes will we assess impact?

At the very least an impact assessment should attempt to estimate the impact of a policy change on the outcomes targeted by program objectives.  More ambitious assessments seek to understand better how and why impacts of various sorts do or do not emerge, by examining impacts on behaviors that are not necessarily valued as ends in themselves, but help shape the ultimate impact on the outcomes of concern.  These include behaviors associated with program participation, crowding out and spill over effects.  This is not the place for a comprehensive discussion of all outcomes of potential interest, but a few comments on the range of potentially important outcomes are warranted.


Primary Focus on Ends Rather Than Program-Specific Tools. The main point is that we want to measure success in terms of impact on what matters in the lives of individuals, families and communities.  It is not enough to show that people participate in the program, or that the program dispenses benefits of substantial cost.  Participation must make a difference in people’s lives.  


Current Living Standards and Poverty.  The objective in many programs is to reduce poverty or increase levels of living.  We all agree that poverty is multidimensional, encompassing not only the ability to consume various goods, but also dignity in work, heath and safety, access to education, and the ability to participate and have a voice in society.  We will have to identify the dimensions of most concern to our study.


Asset Accumulation and Future Living Standards and Poverty.  When assessing and comparing poverty reduction programs, it is important to keep in mind that we care not only about present living standards but also about the future.  For example, if an education project or micro finance program encourages a household to devote more resources to educating children or purchasing assets, it may reduce the household’s current consumption level while successfully producing future sustained income increases.  In fact, Morduch (1998) suggests that one reason why careful analysis of micro lending programs in Bangladesh does not pick up much of an impact of the programs on household consumption is that successful households may be using proceeds to purchase land that will increase their income in the future.  


Vulnerability.  The life of the poor in developing countries is far from static.  They are hit by many “shocks” in the form of crop failures, illness, job loss, armed conflict, and other ills.  Their level of living today depends not only on the extent to which they experience these today, but also on the risks of experiencing these in the future and how they will be able to cope with them.  In many cases, we will want to find ways of measuring hopes, fears and expectations about the future.   


Behaviors, attitudes, beliefs and relationships of intrinsic interest.  NGOs may hope to influence people in ways that are valuable regardless of their implications for living standards.  For example, they may hope to help people quit smoking or develop greater community spirit or greater respect for one another, whether or not this makes the individuals feel better off.  Just because some of these behaviors, attitudes and beliefs have not figured prominently in standard analysis by academics or large institutions, and just because they will be difficult to measure, does not mean they should be ignored in our assessments.  It is important to articulate the objectives clearly, struggle with how they might be measured, and seek to analyze the impacts logically.  As suggested above, this is an opportunity for NGOs to translate their faith-driven concerns into the language of secular debates.

Behaviors related to participation, crowding out and spill over effects.  In addition to assessing the impact on outcomes of intrinsic interest, which shed light on the extent of successes, benefits and costs, in a more ambitious impact assessment we might also want to assess the impact on additional behaviors, which shed light on the reasons behind successes and failures.  Analysis of the participation response elicited among target group members when a program is made available has obvious implications for program reach.  Analysis of impacts on the allocation of household time across various activities, and on participation in private gift exchange networks, may help us understand the role that crowding out plays in explaining why participation doesn’t seem to have a big impact on household income.  Analysis of labor supply of participating households, and of labor demand and output supplies by households operating small businesses, give insights into whether we should expect to see important spill over effects to non-participants.  

The impossibility of measuring everything in a single study.  The list of outcomes of interest can easily become very long.  Gathering information is costly, and respondents’ patience with answering questions is not limitless.  Tough choices about what to try to measure (perhaps in each of various components of the research methodology) will have to be made.  The analytical framework can be useful in identifying which outcome responses are most likely to be important in a given case.  Study of important impacts found by other organizations is also useful.  Preliminary use of lower cost methods of data collection can be used to pare down the list even further, before implementation of more definitive methods.  

When will we assess impact?

Timing is of importance to impact assessment in a variety of ways.  First consider timing with respect to the probable time line over which the projects benefits and costs are likely to emerge.  Some benefits are immediate, such as increased food consumption associated with the receipt of food rations, cash transfers or employment scheme earnings.  Other benefits emerge only in the medium run, such as the adoption of new seed varieties or the development or new or expanded businesses in response to creating of better transportation and communication infrastructure.  Yet other benefits emerge only in the most distant future, such as the higher earnings associated with the better education and nutrition of today’s young children.  If benefits will emerge in the medium run, we may want to delay assessment until most of the benefits should have emerged.  If we must undertake the assessment early, acknowledging this timing will aid in the interpretation of the results.  If the primary benefits will emerge only in the long run, we may want to identify imperfect intermediate indicators of those future benefits that can be observed today, and find research by others that helps us understand the strength of association between the intermediate indicators and the ultimate benefits.  


Also of interest is the timing of the assessment with respect to the season of year and state of the macro-economy, which have important influences on outcomes (whether or not a specific project is in place), and which may influence the likely success of a given project.  


A final timing concern is whether the assessment of a given project should be timed should be determined on an ad hoc, one-off basis, or whether assessment should be done on a pre-determined periodic basis.  Periodic assessments imply on-going dedication of resources, but have the potential advantage of facilitating the study of unpredicted shocks that hit a region or unforseen changes in program design (Ahmed and Rafi, 2001).

What approaches will be used to gather information?

A frequent dichotomy in the literature on impact assessment methods is between qualitative and quantitative methods.  This distinction is a bit misleading.  The term “quantitative methods” usually means the application of statistical methods in the analysis of information represented in quantitative form and available in comparable fashion for a reasonably large number of informants.  More specifically, this usually means the analysis of data collected through a sample survey of individuals, households or communities, in which a uniform questionnaire is applied to all respondents in the sample.  

The adjective “quantitative” suggests that the focus is on analyzing outcomes for which cardinal, or at least ordinal, yardsticks are appropriate – outcomes that can vary in magnitude in a measurable way.  But this is misleading.  Much survey data is qualitative, in that the coded responses have no cardinal or ordinal meaning.  For example, we may ask a woman whether she believes it is justified for a husband to beat his wife if she burns the food, and code the answer as 1 if she says yes and 2 if she says no (as in the Demographic and Health Surveys, found at http://…).  Similarly, we may ask a boy how he travels to school, and code the answer as 1 if he walks, two if he rides a bike, and so forth.  Constructing good questions that get at what we truly care about may be difficult, but there is nothing to prevent the use of so-called quantitative methods for studying qualitative outcomes related to behaviors, beliefs, attitudes, or other outcomes.  The advantage of quantitative methods is that they may be designed in ways that shed light on how likely the results are to be truly representative of the entire population of interest (even though information is collected only from a fraction of that population).


The term “qualitative methods” is usually used with reference to focus group discussions, key informant interviews, participant observations and other methods that involve a smaller number of informants and more open-ended and flexible methods of eliciting information.  Their weakness relative to quantitative methods is that it is more difficult to assess whether the results derived from the small number of informants are likely to be representative of the larger groups of interest, and whether they might have been biased by the interests and concerns of the interviewers.  But their flexibility, and the speed with which they can sometimes be implemented, are important strengths.  (For methodological pointers on the use of qualitative methods, see ….)


Fortunately, there is no rule requiring exclusive use of either quantitative or qualitative methods, for they are best used in combination.  Quantitative methods are required to provide checks on potential unrepresentative or skewed conclusions, but qualitative methods are required to keep the quantitative methods feasible and preventing the quantitative methods from being based on misleading assumptions.  Quantitative methods are especially useful for (1) identifying the outcomes that most merit consideration, (2) designing questions that do a good job of eliciting desired information, (3) identifying alternative (to policy impact) explanations for differences in outcomes that must be accounted for in quantitative methods.  


In a world of scarce resources for poverty reduction, it may be difficult to acknowledge the important role of quantitative methods, because they are more demanding of time and money, and because implementing them requires expertise in a number of activities (such as statistical sampling and other aspects of survey design and analysis) that may not otherwise be required in development organizations. Rather than letting the high costs lead to the abandonment of these methods, we should search for lower-cost ways of undertaking good quantitative research.   It would be useful to enlist academic economists in this search.  (I’ll return to this below.)

How will we measure the outcomes of interest?


In this and the next section, I concentrate on questions of interest in the development of quantitative research methods, which will lie at the heart of many good impact studies.  This section deals with the design of questionnaires to elicit information about the outcomes of interest.  In a short conference paper it is impossible even to begin reviewing principles of good questionnaire design.  Here I make just five basic points.  


First, for outcomes that have already been the subject of much quantitative study, take advantage of the wisdom of experts, who have both field experience and the advantage of reading research literature aimed exactly at the question of how to elicit accurate and reliable information.  For a good discussion of a wide range of questionnaire design questions, together with prototype questionnaire modules, see the three-volume reference work edited by Grosh and Glewwe (2000).  


Second, for outcomes that have not yet been the subject of much quantitative examination, be bold about trying to fashion questions about them, again drawing on the expertise of people with experience in survey design and analysis.  Make use of qualitative research to gain a deeper understanding of how respondents are likely to understand a question, and whether they are likely to want to respond honestly and be able to respond accurately.  I am looking forward to hearing the presentation by Sarma (2003), which will reflect some of the deep thought being put into the development of good outcome measures at World Vision.  


Third, make use of economic analysis when weighing various approaches to measurement.  For example, we are often interested in summary measures of economic resources a households may use in trying to satisfy its needs for goods and services.  At first glance the obvious measure of this is total household income.  Unfortunately, there are two very large problems with trying to measure household resource level by measuring household income.  First, household income itself is very difficult to measure, especially in developing country contexts, as the result of many complications:  multiple earners within households, multiple jobs held by individuals, informality in employment arrangements and pay, payment in-kind, self-employment, consumption of goods produced by the family enterprise, etc.  Second, because (for reasons that are well known and studied among survey questionnaire designers) accurate responses are possible only on questions that do not require respondents to think back very far into the past, questions about all the various components of income must be phrased with respect to a relatively short “reference period,” such as the last week, last two weeks or last month.  In the seasonal environments that NGOs often work in, incomes fluctuate greatly over the seasons and households often find ways to spread their periodic income receipts out to cover somewhat more steady consumption over the year.  In such environments, living standards are more closely tied to annual income than to income in any given week. Thus income in the last week might be a very poor measure of household resources.  Fortunately, an identity tells us that income should be equal to consumption expenditure plus additions to savings during any period.  Thus where savings are small relative to incomes, or where saving is similar across households, variation in consumption expenditure (in the last week) should be tied more closely to annual income than is weekly income, and should provide a good measure of household expenditures.  It may also be somewhat easier (though still not easy) to measure consumption expenditure accurately than to measure income accurately, as was the conclusion drawn in a study by the NGO BRAC (Ahmed and Rafi,  2001).
  


Fourth, enlist academic economists in the search for lower-cost “proxies” for outcomes that are frequently of interest and costly to measure completely.  Again, total income comes to mind.  Academics with access to large, high quality household surveys that contain costly measures of income and consumption expenditure, as well as indicators on which it is must easier and cheaper to collect information, could attempt to identify simple measures that are closely tied to the more costly measures, and analyze carefully the strengths and weaknesses of use the simpler measures rather than the more costly measures in various sorts of analyses.  Economists in general tend to get little training in matters of questionnaire and survey design, but those who work broadly in the area of empirical development economics tend to be more sensitive to these concerns, and have access to ways of learning about them.  Though not a large literature, a few studies in this spirit have emerged in recent years.  See, for example, Pradhan and Ravallion (2000) and Filmer and Pritchett (1998).   

Finally, an obvious practical point.  Avoid costly and frustrating mistakes and omissions by using qualitative research and pre-testing to refine questionnaires before undertaking the survey, regardless of the nature of the outcomes it addresses.  For more on practical matters of pre-testing and fielding a survey, see Grosh and Munoz (1996).


How will we infer the “impact” on the outcome of interest?

What we want to learn through impact assessment is the answer to the question:  What would be the effect on the outcomes of interest for the groups of interest of changing from the counterfactual policy to the current policy, while holding all else equal?  The “all else” that we want to hold equal while making this comparison includes the pre-program assets, skills, and personalities of the individuals and households in the group of interest, as well as economic and social features of the communities and markets in which they function.  We can estimate the outcomes under the current policy by taking a sample from the group of interest and measuring outcomes for this sample.  But how are we going to draw inferences about what those outcomes would have looked like under the counterfactual policy?  This section offers a brief tour of the methods used for doing this, starting with those that are most accessible in most cases, and moving on to methods that are more demanding.  The emphasis is not on providing a thorough exposition, but on alerting the reader to the menu of options, raising key points about strengths and weaknesses, and describing how the use of a good analytical framework and collaboration with economists might be useful to making the most of any method that happens to be feasible.


To streamline the discussion, I will use the term intervention group to mean a group for whom we want to assess impact.  This may be the group of direct beneficiaries, the target group, an income class within a community, or some well-defined sub-set of any of these groups.  I’ll use the term comparison group to refer to a group that is not subject to the intervention, which we include in our data collection effort in an attempt to learn about the counterfactual of what things would have been like for the intervention group in the absence of the intervention (albeit imperfectly).  


After-the-fact comparisons of intervention and control groups.  Perhaps the most common circumstance in which impact assessors find themselves is that of having to assess a project that is already in place and in progress, or perhaps even recently finished.  No baseline data were collected and the project was not designed with an eye to assessing impact.  Thus all the information to be used in the assessment must be collected after the fact, and we must make the most of a comparison of current outcomes between the intervention group, which is impacted by the policy, and a comparison group, which is not.  In a few cases, high quality data on a rich set of outcomes and their determinants that has been collected by the government or other researchers is available for use in forming the comparison.  More often, however, we will have to choose a comparison group, draw a sample from that population, and administer questionnaires to that sample.


Problems with simple mean comparisons.  To bring out the importance of various methodological choices and techniques in making the best possible use of after-the-fact comparative data, it is useful to start by thinking about the simplest possible way the data may be used to draw inferences about the impact of the policy change, and point out a series of potential problems that might render the comparison misleading (which we would like to avoid or rule out).  Suppose, for example, that we wish to study the impact of a project that sends agronomists to do soil testing and to provide farmers with information about best practice farming techniques.  Our goal (a very limited one, for the sake of exposition) is to assess the impact of the program on farm household income.  We administer a questionnaire to a sample of farmers who have received the visits and to a sample of farmers who have not received the visits.  We have collected data on their incomes and various characteristics of their farms and families.  Suppose we use the data collected for simple calculations, and find that the average income in the sample of farmers who received the intervention was 30 percent higher than the average income in the sample of farmers who did not.  Can we conclude that the extension program was successful and raised incomes by 30 percent?  The answer is no (not without more work, anyway) and it is useful to distinguish several reasons why this is so.


Ruling out chance:  Sample Size and Statistical Significance.  If incomes vary a lot even among farmers who receive the same number of extension visits, then each time we draw a sample of farmers at random and look at the average income in that sample, we will get a different number.  Each sample provides us with a different estimate of the true mean income in the group from which we sampled.  This implies that even if agronomist visits have no effect at all on incomes (and the true mean income among all farmers in the intervention group – not just those we have sampled – is the same as the true mean income among all farmers in the comparison group) average incomes in the two samples may differ just “by chance.”  We would like to rule this out before concluding that our difference in mean incomes is evidence of program success.  This has implications both for sample design and for the analysis of the data we collect.


The larger the sample we draw from the intervention or comparison group, the more representative our samples are likely to be of the entire intervention population and the entire comparison population, and the closer our sample means are likely to be to the true means for those groups.  Thus the larger the samples we draw from intervention and comparison groups, the smaller is the potential for observing mean differences across groups of a certain size just by chance.  


Even with large samples, we can never rule out chance entirely.  We can, however, use assessment of statistical significance of differences across the two groups to help us gauge how likely it is that the difference we observe is due to chance.  In hypothesis testing we ask whether, given the size of our sample and the apparent degree of variability of income for these farmers, we can be reasonably confident that the differences we see are not the result of chance.  The analysis is based on powerful statistical theorems that tell us how much we could expect sample averages to vary from sample to sample if all the samples really are drawn from the same population with the same population average.  In general, the greater is the variability of income within intervention and comparison groups, and the smaller the sample size, the larger the difference in mean incomes across samples must be before we can be reasonably confident that the result is not just by chance.  The formulas indicate how to determine whether the observed difference in mean incomes across the two groups is statistically significant, in the sense that there is less than, say, a five percent chance of seeing such a difference in sample means when the true means are the same.
  If we collect our data and make our calculations, and statistical testing tells us that the difference we see is not statistically significant, it is telling us that our data are not powerful enough to distinguish whether there is a real impact or not.  Obviously, we’d like to avoid this.  One way of trying to do so is to collect samples of larger size.  


Because increases in sample size are costly, we would like to know how big our sample sizes must be to give us a good chance of drawing a firm conclusion regarding differences across groups.  Statisticians have worked out formulas to guide this choice of sample size.  To use the formulas in the current case would require good guesses about (1) the degree of variability in incomes in the intervention and control groups and (2) our sense of the smallest difference in mean incomes across groups that we would consider practically important, and thus would want to be able to find statistically significant.  Our guesses about income variability may be derived from examination of descriptive statistics from surveys done by other researchers or organizations.  The greater the variability, the larger the sample we will typically want.  What we consider practically important is more difficult to define.  To conclude that the program has been at least moderately successful, would it be enough to find that the program increased incomes by 20 percent, 10 percent, 1 percent?  The smaller this number, the larger the sample size we will need, because it is more difficult to rule out the possibility that smaller differences are just the result of chance.  For more on sample design, see chapter11 of Valadez and Bamberger (1994) and Magnani (1997).


While it is useful for the practitioner interested in impact assessment to have some familiarity with statistical concepts, there is no need for every practitioner involved in impact assessment to become an expert on sample design.  An hour or two of conversation with a sample design expert might provide the illumination needed to make choices about sample size and structure.


Ruling out differences in observed individual characteristics:  Multiple Regression.  If farmers with more schooling tend to do a better job with their farms and earn higher incomes, whether or not they receive extension visits, then the difference in mean earnings between intervention and comparison samples may be the result of higher average schooling rather than the impact of the extension program.  That is, intervention farmers may have earned more than comparison group farmers even in the counterfactual situation in which they were not exposed to the extension program.  What we want to know is the effect of agronomist visits while holding schooling constant, but instead the simple comparison gives us the joint effect of agronomist visits and higher schooling.


If income (Y), agronomist visits (A) and years of schooling (S) and other potential determinants of income (D) are all measured in our dataset, then we can use multiple regression methods to estimate the effect of A on Y while holding S and D constant.  We must start with an assumption about the way in which Y is related to A, S and D.  While more complicated assumptions are possible, a simple one would be that they are related linearly, as in


Y  = a + b A + c S + d D + e

where a, b, c and d are numbers describing the nature and strength of the relationship that we would like to estimate, and e is an “error term” that reminds us that Y cannot be perfectly predicted on the basis of A, S and D alone.  We are especially interested in getting a good estimate of b, which measures the effect on average income associated with an agronomist visit, while holding S and D constant.  (Simple comparison of mean Y for groups in which A is equal to 0 and 1 do not provide this, because A and S are positively correlated, and this is not taken into account.)

Ordinary Least Squares (OLS) estimates of this equation are able to eek out estimates of such “all else equals” effects, even when “all” is not held “equal” in the simple comparison between intervention and comparison groups, because it makes careful use of many patterns of variation in the data.  For example, if for pairs of farmers for which S is similar but A is different the differences in Y are great, while for pairs of farmers for which S is different but A is the same the differences in Y are small, then OLS will attribute the impact on Y to A rather than S by finding a large value of b and a small value of c.  Depending on the patterns of variation in the data it may find any combination of values of b, c and d that best “fit” the data.  For an exposition of OLS, see Wooldridge (2002) or another textbook on econometrics.


The extent to which multiple regression methods can help us identify true impacts from after-the-fact comparison data depends on how well we have identified and measured all the important determinants of income that vary across farmers in our dataset, especially those that tend to differ between farmers in the intervention and comparison groups.  (It is important not only that we collect information on these characteristics, but also that they vary enough, and in the right ways, within our sample, that it is possible to eke out their individual effects.)  Clearly, then, good use of multiple regression methods for inferring impact must be grounded in a well-devised analytical framework, and a process of survey design that is sensitive to these methodological requirements.


Ruling out differences in observed individual characteristics:  Statistical matching methods. In certain cases, an alternative approach to controlling for the effects of other observed characteristics on the outcomes may be preferable.  If the researcher knows that a large household survey, with rich information on the outcomes of interest and their important determinants, is being fielded by the government or another organization in neighboring areas, he might choose to apply the very same questionnaires to the smaller intervention group, and derive his comparison group from the sample interviewed by the other organization.  When the comparison sample is large, it may be appealing to use statistical matching methods, such as propensity score matching methods (as in Jalan and Ravallion, 1999) .  The idea is to pick from the larger sample a smaller comparison sample that resembles the intervention sample as well as possible in terms of the levels and distribution of the observed determinants.  The advantage relative to regression methods is that it does not require the researcher to make specific assumptions about the nature of the relationship between the outcome variable and the potential determinants (as in equations of the sort shown above).  But it is appealing only when a large comparison sample is available, and the identical questionnaire can be applied to the intervention group.  As with multiple regression methods, the potential of these methods to provide good inferences on impact depend on grounding in a well-devised analytical framework and the collection of information on all the important determinants that vary across farmers.


Ruling out differences in observed community characteristics:  Multiple Regression, Statistical Matching and Informal Matching.  Some of the features of farmers’ circumstances that influence their incomes are not characteristics of the farmers themselves, their families or their farms, but of the communities or markets in which they operate.  For example, their potential to generate income may be influenced by local prices, local culture and other features of their environment that are shared by all farmers in their community.  (I am using the term community here very loosely and somewhat tautologically, to refer to a geographic region within which some important features of farmers’ environment are similar.)  There is great potential for these factors to differ between intervention and comparison groups, because finding a comparison group not subject to the intervention often means looking to a geographic region outside the boundaries of the current program.  

It is useful to distinguish community characteristics from individual characteristics that may influence the outcomes, because different methods may be needed to control for them.  If both intervention and comparison samples are drawn from many (different) communities, then both samples with contain variation in observed community characteristics (such as prices), and the effects of these observed characteristics on income can be controlled for in the same way as variation in individual characteristics, using either regression or statistical matching procedures (see, for example, xx).


Often, however, a project is undertaken in just one or a small number of communities, and the comparison group will be drawn from just one or a small number of comparison communities, rendering regression and statistical matching methods for controlling for community characteristics infeasible.  The only way to estimate differences between intervention and control groups that are purged of differences driven by differences in community characteristics is to choose the comparison communities carefully, attempting to identify communities that are similar along all lines thought important for the determination of the outcomes of interest.  Again, the analytical framework should play an important role in shaping this choice.  


Ruling out differences in unobserved individual characteristics:  Appropriate choice of intervention group and instrumental variables.  Even very comprehensive survey questionnaires will leave unmeasured some traits of farmers and their circumstances that help determine their incomes.  If there is no reason to believe these characteristics differ systematically between intervention and comparison groups, then they just add to the overall unexplained variability in our income measures.  They figure implicitly into our sample size calculations, but do not otherwise cause us much concern. 

Unobserved characteristics cause us great concern, however, when it is likely that they differ systematically between intervention and control groups.  This is the case when we believe that membership in the intervention group is driven in part by the levels of these unobserved characteristics.  For example, if the agronomist visit program were set up in a demand-driven way – the program sets up shop in town and pays a visit to any farmer that requests the service – we would suspect that participation in the program is driven in part by farmers’ alertness to information, energy, and so forth.  Participants would tend to have more of these qualities than non-participants.  If instead the program allocated only limited resources to a region, and instructed program officers to seek out the most needy farmers, then participation might be more likely among farmers who have particularly bad soil, have families plagued by illness, and face conditions that are more difficult in ways that are hard to identify and measure.  We would like to include measures of these characteristics in multiple regressions, but we cannot.  So how do we deal with them?

Perhaps the best way to handle this problem is to avoid it, by choosing to study target groups or income classes within the affected community rather than direct beneficiaries as the intervention group.  For example, rather than focusing on the impact of receiving micro credit on borrowers, Morduch (1998) assesses the impact of making a micro credit program available in a village on the group of households that were eligible to borrow (because they met the criterion of owning less than half a hectare of land).   There is much less reason to worry about systematic differences in unobserved individual characteristics when comparing all small land holders in an intervention and control village, than when comparing borrowers in the intervention village to any other group (non-borrowers in the intervention village, or small landholders in the comparison village).

If focus on the direct beneficiaries cannot be avoided, the only methodological option for purging impact estimates of the part driven by differences in unobserved characteristics between beneficiaries and the comparison group is the use of instrumental variables procedures, a modification of OLS multiple regression methods (see Wooldridge, Chapter 15).  This is, in my opinion, a method that is easily and often abused, and deserves a much more complete discussion than is possible in the current paper.  It is useful as a component of the impact assessor’s “tool kit”, but will seldom be satisfactory as the sole impact assessment approach, because its use rests on strong and largely untestable assumptions, and because it is difficult to explain to donors and policy makers.  It is a method that cannot be used without reference to a well-articulated analytical framework, because it rests on identifying some characteristic of (in this case) farmers or their circumstances that help determine whether or not they participate in the agronomist visit program (an assumption that can be tested), but should have no effect on income except through its influence on participation (a very strong assumption that cannot be tested and must be very compelling within the analytical framework).  It is often very difficult to imagine, let alone measure, such a variable.  Finding a characteristic that satisfies these requirements – called an instrument – often requires first discovering some quirk in the way a program was designed or implemented that rendered it relevant only to farmers with some characteristic that is completely unrelated to their productivity, such as the first letter of their last name or the month in which they were born.  (Such quirks will sometimes be found.  This provides another reason for taking great care in the initial step of defining the program’s parameters.)


Ruling out differences in unobserved community characteristics: informal matching of communities.  Just as we might worry that selectivity on individual characteristics leads to systematic differences in unobserved individual characteristics between participants and others, so we might worry that the selectivity on community characteristics leads to systematic differences in unobserved community characteristics between intervention communities and others.  Programs may be most likely to reach first into communities that are especially eager for their services, or may be allocated first to communities that are especially needy.  Either mechanism of community selection creates potential biases.  Comparison of program communities to non-program communities might tend to overstate program effects in the first case, and understate program effects in the second case.  


The most compelling way to minimize this problem, in my opinion, is to choose comparison communities in a way that reflects as closely as possible the way the intervention villages were selected by the program.  For example, if a number of communities expressed interest in participating, but initial funding allowed the program to be initiated in only some of them, then communities that expressed interest but did not receive the program should be considered good candidates for comparison groups.  Initiating involvement with these communities through data collection may have multiple benefits, given that they are likely to receive program efforts in the future.  This forms part of the assessment strategy in Coleman (1999).


Thinking about whether biases “work in your favor.” Seldom will we be able to handle in completely compelling ways all the potential sources of bias in our impact estimation.  The likely existence of such biases can sometimes strengthen, rather than weaken, our conclusions.  For example, if a program has been set up in a demand-driven way, such that there is strong reason to believe that participants tend to be more entrepreneurial, informed and energetic than non-participants, then we expect that our estimates overstate program effects.  If, despite this tendency toward overestimation, we find little impact, then we can conclude all the more strongly that the program is unlikely to have big benefits.  Similarly, if a program has been set up in such a way that only unusually needy communities have thus far participated, such that we expect that income generating conditions are worse in participating than non-participating communities, then we might expect that our estimates understate the program impact.  If, despite this suspicion of underestimation, we still find large and statistically significant impact, then we can conclude all the more strongly that the program made a difference.  This is another example of how careful thought about the analytical framework can be of value in interpreting results and drawing conclusions.


What are the advantages of having baseline data for the intervention group alone?  All the methodological difficulties discussed thus far arise because we are forced in after-the-fact comparisons to try to learn about impact by comparing affected farmers to different farmers in different places.  If, instead, we had base line data describing circumstances for the affected farmers prior to the implementation of the program, we could compare their outcomes after the program is in place to their outcomes before the program.  (In the evaluation literature, this is called a reflexive control group.)  In this comparison the individuals and communities are the same, thus any characteristics of the farmers, their families, and their circumstances that do not change over time are held constant by the very nature of the comparison.  


While such comparisons solve in a simple way the problems of controlling for differences in observed and unobserved individual and community characteristics between intervention and comparison groups that are constant over time, they introduce a new set of problems.   Time has been introduced into the comparison, and the passing of time may bring about changes in outcomes that must be accounted for before drawing conclusions about policy impact.  Time may matter to outcomes for a variety of reasons.  Individuals age and learn over time, households may be hit by shocks to health, family structure or farm productivity, and communities may be affected by many economic and social developments besides the initiation of the policy being studied.  


With “before” and “after” data only for the intervention group, the only way to account for these effects on outcomes is to rely heavily on the analytical framework, together with knowledge of the salient developments for the individuals and groups being studied, and hope to make good educated guesses about the likely size and direction of these effects.  Again, the biases associated with this kind of comparison may work “in your favor.”  For example, if the incomes of participants have improved greatly from before to after the program, even though the weather was thought to be much worse in the latter year, and little had happened in the way of infrastructure development or the introduction of other programs, then it would be reasonable to conclude that the program indeed increased incomes.  Such arguments do not allow us to derive good estimates of the size of the effects, but can give us upper- or lower bounds on the likely effects.  


What are the advantages of having baseline data for both intervention and comparison groups?  We are likely to do a better job of accounting for changes in outcomes over time that are driven by factors unrelated to the policy change of interest, if we have both baseline and follow-up data not only for the intervention group, but also for a comparison group.  If the changes in outcomes experienced by the comparison group are good estimates of the changes that would have been experienced by the intervention group if the policy change under study had not been implemented, then we can control for the effects of time by subtracting the “before-after” changes for the comparison group from the “before-after change” for the intervention group.  This is often referred to as difference in difference estimation.   As comparison groups are often taken from different geographic locations, the assumption that the control group provides a good estimate of the counterfactual change in income for the intervention group rests on choosing comparison communities that satisfy two criteria:  (1) they are likely to experience similar variation in weather, and exposure to other policies and programs, as the intervention communities; and (2) outcomes in the two sets of communities are likely to respond in the same way to those changes.  If these conditions are satisfied, then the “before-after” feature of the data analysis controls for individual and community characteristics that are constant over time and may differ between intervention and comparison groups, while the “intervention-comparison” feature of the data analysis controls for the changes in outcomes driven by the passing of time.  Data for such comparisons are thus often of great value.  


Difference in differences methods will not always provide accurate estimates of impact, because the two criteria listed in the previous paragraph may not be satisfied.  The first condition may fail to be satisfied because intervention and control groups must be chosen before history reveals itself.  It is thus possible that, despite good educated guessing, the treatment and comparison locations end up being affected in very different ways by time.  For example, a new road may be built into the comparison village, while the infrastructure remains constant in the intervention village.  Careful thought about the likely direction of biases introduced by these differing changes (again, grounded in a good analytical framework), is crucial to assessing whether their presence strengthens or weakens our conclusions.  


Even when both intervention and control groups are hit by the same changes in circumstances over time, the simple difference in differences estimate may be misleading, because differences in unchanging characteristics of the two communities may cause them to respond differently to the same changes in circumstances.  For example, changes in pricing policies or macroeconomic conditions that are equally relevant for both intervention and comparison communities may have a greater tendency to improve incomes in one community than another, if communities differ in typical land holding size or in the extent of community cohesiveness.  We may reduce these problems by extending the use of multiple regression methods to the analysis of changes in income over time rather than income levels.  This allows us to control for differences in changes over time that are associated with differences in any characteristics that are measured by our questionnaire and vary sufficiently within our sample.  As always, we should assess whether we have done a good job of this.  If we have done an incomplete job, we should consider the likely sign of the bias, and see if the bias works in our favor.


What are the advantages of having retrospective base line data? There is much to be gained from having base line data in addition to follow-up data for intervention and control groups.  To what extent can base line data be created after the fact through the inclusion of retrospective questions in questionnaires administered after the fact?  The answer depends on the extent to which we think we can get accurate answers to questions about the outcomes we care about, given the difficulties people face in recalling the past.  I suspect that retrospective questions can be useful for creating a baseline, but only for certain kinds of outcomes and only when the information is elicited with regard to what we know about peoples’ ability to remember.  Accurate recall seems much more likely for questions with yes and no answers (such as “did you own a certain durable good or asset?” or “were you eating chicken at least once a week?”) than for questions with a continuous range of responses (such as “how much money were you spending per week on chicken? or “how much income did you earn in a week?”).  Questions about values denominated in units of currency in inflationary environments are especially suspect.  The accuracy of recall is also likely to be greater when questions are phrased with respect to a salient event (perhaps a town celebration or political event) rather than the somewhat more abstract “two years ago.”


What are the advantages of randomizing assignment to intervention and comparison groups?  The processes by which individuals and communities typically select themselves into programs, or are selected intro programs by program personnel, typically give us reason to suspect that intervention and control groups will tend to differ in both observed and unobserved ways.  This is the source of difficulty in using most after-the-fact comparisons to draw inferences about true program impact.  The problem may be reduced when we have baseline as well as follow-up data for both groups, if we think that outcomes were likely to change over time for both groups in quite similar ways, even though they may have started at different levels.  Sometimes even difference in difference comparisons fall short of being fully compelling, however, because we may suspect that the individuals or communities selected into a program are likely to respond to changing circumstances over time in different ways.  


Randomizing the assignment of individuals or communities into intervention and comparison groups, as in Glewwe, Kremer and Moulin (2000) and in various examples described in Newman, Rawlings and Gertler (1994), has the potential to eliminate these inference problems, because, by breaking the link between individual and community characteristics, on the one hand, and participation in the program, on the other, it removes the systematic tendency for these characteristics to differ between intervention and comparison groups.  Randomization is thus often seen as the gold standard in impact assessment, though it is difficult in many dimensions.  It requires replacing other processes for determining which communities or individuals will receive a program’s benefits by the use of a randomizing algorithm.  It requires that among equally eligible recipients some receive the intervention while others are denied it.  


The difficulties may not always be as great as they might seem at first glance.  Often budget constraints render it impossible to offer a program to all eligible communities in the first year.  Choosing the initial beneficiaries by drawing lots may be perceived as being as least as fair as any other method.  Reservations about randomization seem especially weak when considering the assessment not of overall impact – which would require providing the full package of benefits to some and denying them to other – but of the impact of design changes – which means offering different packages of benefits to randomly assigned groups.  


Randomization is not a panacea for all impact assessment problems. Randomization eliminates concern about systematic differences between intervention and control groups only when both intervention and control groups are large enough that we think averages of various characteristics in both samples should be near the population mean (and thus near each other).  If the randomization is done at the community level, with some communities receiving the program and others not, then a large enough number of communities must be included in both intervention and comparison samples to render the averages of community characteristics similar across the two samples.  This may not make sense for the evaluation of small programs.  


Certain impacts are also difficult to assess in the randomization framework, and randomization will not always completely eliminate selection biases.  For more on the strengths and weaknesses of randomization in evaluation, see (  ).    

What will be done with the results of this impact assessment?

To fulfill the objective of improving the stewardship of resources within the organization, the results of the assessment must be disseminated and explained within the organization, especially to those making decisions about program design and resource allocation for which the results are relevant.  To fulfill the objective of improving the stewardship of poverty reduction resources more generally, the results must be made available outside the organization, preferably through contribution to a fairly high profile collective repository of the results of such information.  Some sharing of impact assessment results among NGOs is already taking place, at least within subfields, but perhaps we should brainstorm about how this information sharing could be improved.  Ideally researchers and program designers would be able, by accessing just a small number of web sites or libraries, to obtain adequate information to look for patterns of impact results across programs with varying design features and in varying contexts.  To fulfill the objective of facilitating the NGO’s participation in poverty reduction strategy consultations, it must be presented in a way that makes the organization’s objectives clear, while addressing both them and the concerns of other parties in an analytical and balanced way.

How will this impact assessment study be financed, and how can costs be kept low?

My hope is that the growing interest on the part of Christian NGOs to engage in impact assessment reflects, in part, a greater ability to sell the importance of such activities to Christian donors in today’s “results oriented” world.  I would be interested to hear the impressions of my practitioner colleagues on this.


The “public goods” nature of what is produced by good impact assessment raises several additional questions about financing.  The benefits of good impact assessment are public goods, in the sense that once the results are achieved and disseminated, they are of value to many actors who can’t (and probably shouldn’t) be charged for their use.  Standard economic analysis suggests that too little investment (from the perspective of world good) will take place in such activities, because the costs must be borne by individual organizations, while the benefits accrue to many others.  Healthy amounts of such investments will take place only under one of several circumstances:  (1) actors are altruistic, taking the benefits enjoyed by others into account when making their choices about how much to invest; (2) a number of actors who stand to benefit from the activities manage to achieve “collective action” and share the expenses of the investment; or (3) a larger actor who is concerned about the benefits enjoyed by the many smaller actors encourages the activity, through some combination of offering subsidies to individual actors and attempts to catalyze collective action where it hasn’t already occurred.  


Acknowledging this public goods problem leads me to three questions.  First, given the potential important of altruism to adequate investment in public goods, might it be that Christian NGOs should be on the forefront of efforts to perform and disseminate good impact assessments that improve global knowledge about how to help the poor?  Second, given the potential importance of collective action in the provision of public goods, should we brainstorm more about how Christian (and other) NGOs might collaborate with each other in impact assessment? Should existing umbrella organizations become more involved in coordinating impact assessment? Would it make sense to try to create new private voluntary organizations whose job it is to facilitate such collaborative ventures, and perhaps also supply more narrowly defined impact assessment consulting services to individual NGOs?  More of this may be happening already than I am aware of.  I am eager to hear what the practitioners have to say about this.  


Finally, the potential role of larger actors who are concerned with the effectiveness of the poverty reduction efforts of many smaller organizations leads me to wonder whether the World Bank, together with some of the larger bilateral development organizations, might be convinced to play a larger role in subsidizing impact assessment by NGOs.  Some support of this nature does already happen, but it is either limited to NGOs whose activities are supported by the larger agency, or sporadic and the channels are not well known and accessible to outsiders.   For example, NGO-academic teams that find a supporter on the Bank staff (who may collaborate as he or she wishes) may apply to the Bank’s research committee for funding.  Michael Kremer and Paul Glewwe’s collaboration with a Dutch non-profit organization in the study of the impact of textbooks on schooling outcomes received such funding.  It is also possible in principle to find a task manager within the Bank who will build some research funding into a specific project, but this is more difficult to arrange.  Might the time now be ripe for a coalition of NGOs to approach the World Bank and several large bilateral organizations with a proposal to create a program for subsidizing, coordinating and disseminating the results of impact assessments by NGOs?


Regardless of the source of financing, it will be useful to find ways to keep the costs of impact assessment down.  The following observations of relevance to Christian NGOs occur to me.  First, I suspect that many Christian academics would be very pleased to have an opportunity to learn from and contribute to conversations with Christian NGOs about development efforts.  This is already happening.  The Chalmers Center at Covenant College is an encouraging example of this.  But more is possible.  The organizers of this conference would like to brainstorm about how to set up a web site or other resources that would facilitate “matching” between Christian economists and Christian NGOs who would like to get involved in collaborations – whether occasional brainstorming conversations or full-scale fielding of randomized trials.  Academics would also likely be pleased to participate in impact assessment training sessions and workshops involving practitioners from a number of NGOs.  NGO participants might bring with them impact assessment projects on which they are working, to present as case studies for discussion by workshop participants.  


Second, graduate students – whether in economics Ph.D. programs or interdisciplinary master programs with an international public policy focus – are often eager to find ways to get to “the field” to enhance their understanding of development problems and to fulfill thesis requirements, and are a tremendous source of energy and creativity.  They have the beginnings of the academic training, and access to a variety of academic advisors with more experience.  Involving them in impact assessment is of great mutual interest, as it helps them carve out original thesis topics, at the same time as it may provide the NGO with relatively inexpensive access to a variety of research skills.  In some cases they will also be able to bring some research funding with them.   


Third, it may be useful to study carefully what data collection efforts are already being undertaken by country governments and research organizations, and to raise the possibility of piggybacking questions onto the surveys being undertaken by them (and perhaps add a new group to the survey design) to the relevance to an NGOs impact assessment, in exchange for contributions in to the logistics of fielding the survey or related qualitative research methods, or to brainstorming sessions about the larger research project.  Researchers associated with the larger development actors expressed great interest in involving NGOs in the fielding of their research instruments in Feinstein and Piciotto (2001).
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�   While my focus is on the role that academic economists might make in the development of impact assessments, collaboration with other academics – including nutritionists, statisticians, anthropologists and others – is also to be encouraged.


�   For an interesting discussion of the disservice that analysts do when they muddle questions of fact with questions of values, see Fuchs (..).


�  For a simple example, the statement “There are many poor people in this region” is not as likely to grab the listener as the statement “At least 75 percent of the people in this region live on less than $1 a day.”


�Experience with guiding many masters students through careful analysis of poverty reduction projects and policies over the last several years has taught me the importance of first requiring them to define carefully and clearly the project’s or policy’s parameters in great detail and clarity.  They find this challenging, even when they have been part of the projects they are describing.  It is important here not to confuse a program’s objectives (i.e. what it hopes to do) with its parameters (i.e. what it actually does).  


 


� Clearly we can only provide a complete description of the framework relating policy and outcomes of ultimate interest after we have determined what outcomes are of ultimate interest (a later question).  It is convenient for exposition, however, to address this question first.


� Closely related to the target group is the group of eligibles.  Often the target group is the poor, but poverty is too difficult a characteristic to measure to employ as a criterion in determining who may and may not have access to a program’s benefits.  In such cases, eligibility criteria may be defined with regard to something that is thought highly correlated with poverty but is easier to observe.  For example, we may consider rural households eligible for benefits only if they own less than half an acre of land, or only if they are headed by a female.  In such cases, we may be interested in comparing the eligibles group to the target group, to see how effective our targeting mechanism is.  And the same methodological benefit described for studies of the impact on target groups (rather than direct beneficiaries) also applies to studies of the impact on eligibles, where eligibility is based on characteristics that are largely unaffected by the program.


�   It is important not to forget that consumption expenditure differs from income to the extent of saving, however.  Studying impact on consumption expenditure alone may be misleading is saving is taking place.  A program change that leads households to save and accumulate more assets (out of a constant income) would cause current consumption to fall, while producing an increase in future resources of longer duration.


�   There are many good textbooks on statistical analysis.  For a concise review, see Appendices B and C in Wooldridge (2003).


� The use of a random sample of adequate size and assessment of statistical significance continue to be important.  Even if the true relationship between Y, S and A is one in which b is zero (because agronomist visits have no impact on Y), it is possible to get positive (or negative) estimates of c just by chance.  Statistical analysis helps us rule out this possibility.   Such analysis will generally oselead us to greater confidence in our conclusions when:  (1) sample size is larger, (2) there is more variation in each variable on the right hand side of the equation we are estimating, (3) the correlation between the right hand side variables is lower; and (4) the variability in incomes for reasons other than the ones we have built into our regression equation (here, A and S) is lower.  








�  I gratefully acknowledge email conversations about these ideas with Paul Glewwe, Martin Ravallion, and Vijayendra Rao.  





